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1 Introduction

We all have an idea of what probabilities are. That is not an issue here. What will see show
how the manipulation and calculation of probabilities can be dealt with by mathematics.

Of course, mathematics is not random in any way: 2 + 2 = 4 always. We are not going to
introduce randomness into mathematics, but instead we are going to build models and structures
that reflect the kinds of relationships and calculations that occur when we think about random
things like coin tossing or the progress of the financial markets. The basic elements in all this are
set theory and the associated theory of measure, and the fundamental idea is to translate
occurrences like ‘I got three heads in a row when I tossed a coin five times’ into subsets which
have sizes assigned to them by a measure.

Before we start, it might also be necessary to standardize the way we talk about probabilities,
since there are so many alternatives: ‘50-50’, ‘2 to 1 on’, ‘70% chance’, etc. We will always
refer to probabilities as a number between 0 and 1 (inclusive): 1 represents certainty and 0
represents improbability, and the numbers in-between represent increasing degrees of certainty.
For example, an unbiased coin will fall heads with probability 1/2, and with probability 0 we
will never get a head if we indefinitely continue to flip the coin – one will surely come up at
some point.

It is unfortunate that probability theory can sometimes look very complicated. In particular,
many of the fundamental elements of the theory, such as the definition of a probability measure
or a random variable, contain ‘complicated bits that are not immediately explainable. In order
to counter this problem, I have decided to take the uncommon, but helpful approach of only
ever introducing as much complication as one needs at each step of the way. Therefore, for the
reader’s clarity, some first versions of important concepts are to be considered as incomplete,
and I label them as ‘First-Definitions’ or ‘First-Theorems’.

2 Sample Spaces, Events and Probability Measures

2.1 Sample Space !

The first and most fundamental object in the whole of probability theory is a set known as the
sample space, which is usually given the name “!”.

First Definition 2.1 The sample space ! is a set (of anything).

This set acts as a basis for all our later constructions, and in the general theory might take on
many forms, but for us it will always be just the set of all possible outcomes of our experiment;
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for example, ! could be the set of all strings of H or T of length 4:

! =
!

HHHH, HHHT, HHTH, HHTT,
HTHH, HTHT, HTTH, HTTT,
THHH, THHT, THTH, THTT,
TTHH, TTHT, TTTH, TTTT

"
.

Typically, ! is just the set of all combinations pertinent to the thing we are studying – for
example if we were considering the probabilities underlying a game of poker, ! might be the set
of all possible hands of 5 cards, etc. In fact, I can’t think of a single ! that I have ever seen that
doesn’t have some kind of link with the object of study. Of course this means that if there were
100 possible outcomes to our experiment, then it could be too tedious to write out ! in full, but
in principle it could be done and anyway we can always visualize it mentally in this way.

In advanced probability theory, it might not always be quite so simple to decide what set !
should be, but for most non-advanced problems the above idea of using the set of all possible
outcomes is usually the best.

2.2 Writing results

The next important idea is to associate results written in English with subsets of !. For example:

(strictly more heads than tails) =
!
HHHH,HHHT,HHTH,HTHH,THHH

"
,

and it is probably quite clear how this works: into the subset we put all the elements of ! for
which the phrase is true. Another example is:

(at least two consecutive heads) =
! HHHH, HHHT, HHTH, HHTT,

HTHH, THHH, THHT, TTHH

"
.

Note that the brackets “(. . . )” are a part of the notation.
Three obvious but important facts are:

• “and” combined results like “there are strictly more heads than tails and there are at least
two consecutive heads” translate to intersections of subsets,

• “or” combined results like “there are strictly more heads than tails or there are at least
two consecutive heads” translate to unions.

• Results that are negatives of other results translate to complements in !.

You can check the first two by writing out the two subsets that correspond to the and and or
compound results, and seeing that they are actually the intersection and union of the two subsets
written out above. Check the third by writing out the subset ‘(there are not strictly more heads
than tails)’, otherwise known as ‘(there are more tails than heads, or an equal number)’. You
might also try making up subsets of ! in a haphazard fashion and then translate these subsets
into English phrases – but note that the phrases might not always be short and in the the case
of sets like

!
HHHT,HHTT

"
might just be a rather literal translation like “the first coin comes

up heads, the second heads, and the fourth coin comes up tails” – which sort of defeats the
usefulness of the translations. . . never mind, because most of the sets we deal with will have a
short meaningful translation.

Note that in the general theory we tend to use the term events for subsets of !, rather than
‘results’ as I have used. However, we might use both names depending on which seems best at
the time. It’s only a name in the end!

In the general theory of probability there are really only two more fundamental concepts to
introduce – the idea of probabilities and the idea of sigma fields and filtrations. However, in
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non-advanced problems it is rarely necessary to explicitly deal with sigma fields or filtrations,
and we will therefore completely ignore their existence until we get to problems that really need
us to be clear about them.

2.3 Probabilities and P
This leaves us to define what we mean by probabilities. In terms of our intuition about these
things, it seems reasonable to say that the probability that we get a head on the first toss of the
four is just 1

2 . It gets a little more complicated, but we could even calculate1 that the probability
of getting strictly more heads than tails is 5

16 .
Mathematically we deal with this by a letter “P”, which is a function that assigns some value

in the closed interval [0, 1] to subsets of !. For example, in our coin-tossing experiment, P will
give a value 5

16 to the subset ‘(strictly more heads than tails)’, and we just write:

P(strictly more heads than tails) =
5
16

.

Don’t get confused about this – ‘(strictly more heads than tails)’ is just a shorthand for the
subset

!
HHHH,HHHT,HHTH,HTHH,THHH

"
, and the P is giving this subset a value of

5
16 , so we could write

P(
!
HHHH,HHHT,HHTH,HTHH,THHH

"
) =

5
16

,

but it doesn’t look as nice and doesn’t help us to connect the notation with our intuition. Also
note that there is nothing ‘varying’ or ‘random’ here: P will always give the value 5

16 to the
subset ‘(strictly more heads than tails)’ – just like a function except that P doesn’t have numbers
as its input but subsets of !.

Unlike a general function, however, we do not allow P to assign values arbitrarily to subsets
of !, and there are three important restrictions on P:

1. P must always give the value 1 to ! (don’t forget that ! is a subset of itself):

P(!) = 1.

The way to think of this is to translate ! as the result ‘anything at all happens’, because
it is then quite reasonable to say that with probability 1 anything at all happens in the
experiment.

2. If A and B are two disjoint subsets of ! (ie. A!B = "), then our restriction2 for P is that

P(A or B) = P(A) + P(B)

– remember that (A or B) means the subset A # B.

3. Remembering that " is also a subset of !, we always insist that

P(") = 0.

Actually, the third restriction is just a consequence of the first two restrictions, because

1 = P(!) = P(! # ") = P(!) + P(") = 1 + P("),

but it is worth pointing out clearly.
When we have a P that satisfies these restrictions, it is called a probability measure,

because in some sense it is measuring the size of the various subsets of !, and because that is
the o"cial name from the general theory.

1You will see in a moment how to calculate this.
2In the general theory this should really be more complicated, involving infinite sums, but for us it is su!cient.

Later in section ?? we will see the proper definition.
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3 Finding probabilities by counting elements

Thinking of P as a function that assigns a single value to each subset of !, it would be necessary
to know the values given, and unlike a function we can’t just write out a formula like f(x) = x2+3
– it wouldn’t make sense for a function of subsets. But the second restriction on P gives us a
way around this. In our example, if we agree that P will give a value of 1

16 to each subset of !
that contains just one element, eg.

P(HHTT ) = P(HTHT ) = . . . =
1
16

,

we then get the simple result that the probability given to any subset of ! is just 1
16 times the

number of elements in that subset, because each set is the disjoint union of its singleton subsets:

P(strictly more heads than tails) = 5 $ 1
16

=
5
16

.

This is the reason why many textbook exercises in probability depend on counting arguments
– essentially tricks or strategies that help you to count how many elements there are in the subset
under consideration.

Note how things work here – P could in theory assign quite weird and wonderful values to
each of the many di#erent subsets of !, but because it must conform to the restrictions listed
above we can deduce all these values just by looking at what values P gives to the singleton
subsets. Often, but not always, P will give equal value to each singleton set, because our intuition
tells us that each of the possible combinations are equally probable – which for our coin-tossing
sequence seems reasonable if we suppose that the coins we are tossing are not biased in any way.

4 Examples

Now is a good point to see some textbook exercises and to think about ! and P.

4.1 Example One

(See Grimmett and Stirzaker pg 8, Exercise 7) Three cups and saucers come in pairs: there is one
cup and saucer which are red, one white, and one with stars on. If the cups are placed randomly
on to the saucers, find the probability that no cup is upon a saucer of the same pattern.

First we need to write out !. Half the problem in these questions is to write out ! in a clear
way, and in this case we can represent each of the possible combinations as a two-tier string of
the three letters R,W and S. So:

! =
!RWS

RWS
,
RSW

RWS
,
SRW

RWS
,
SWR

RWS
,
WRS

RWS
,
WSR

RWS

"

Already there is something to say about this. One could argue that I should have included
sequences in which the saucers are also swapped around – in fact I could have done so, but if
you think about it I would have built an ! that is six times as big, but this factor of six would
appear in everything and would later be cancelled out. Essentially the di#erence is that in my !
I am using the saucers as my ‘frame of reference’, whereas the other (six-fold larger) possibility
I would have been considering the table spaces as the frame of reference so that the saucers too
would find themselves in di#erent spots. Both approaches are equivalent and valid, but they
show that often we can find a di#erent way to write ! that might be more ‘e"cient’ just by
changing our frame of reference.

Now we identify our set:

(no cup is upon its right saucer) =
!SRW

RWS
,
WSR

RWS

"
.
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Finally we need to know about P. This is another classic case in which equal probabilities are
valid, so we give the singleton sets a probability each of 1

6 , which means that

P(no cup is upon its right saucer) =
1
3
.

4.2 Example Two

A man possesses five coins, two of which are double-headed, one is double-tailed and two are
normal. He shuts his eyes, picks a coin at random, and tosses it. What is the probability that
the lower face of the coin is a head?

In this experiment there are two parts: picking the coin and then tossing it. Consequently,
it is natural for the elements of ! to be made of two pieces, and we’ll write a typical element of
! as (2,H) to mean that he picked coin 2, tossed it and the lower face was a head. So:

! =
!
(1,H), (2,H), (3, T ), (4,H), (4, T ), (5,H), (5, T )

"
,

and we are using the convention that coins 1 and 2 are double-headed, coin 3 is double-tailed,
and coins 4 and 5 are normal.

The set we are interested in is

(lower face is a head) =
!
(1,H), (2,H), (4,H), (5,H)

"
.

That is the easy part. Now we have to deduce how P should assign probabilities so as to give a
faithful representation of the experiment. We just have to use our common sense.

One thing is certain: in the first step there is an equal probability of picking each of the
coins, and this means that sets like (picks coin i) all have a probability of 1

5 . This sorts out some
of the singletons in our !:

P(1,H) = P(2,H) = P(3, T ) =
1
5
,

but leaves us with the question of what probability P should assign to the singleton set
!
(4,H)

"

for example. Well, we have:

1
5

= P(picks coin 4) = P(
!
(4,H), (4, T )

"
) = P(

!
(4,H)

"
) + P(

!
(4, T )

"
),

and we know that once he has picked coin 4, there is an equal probability of tossing H or T,
and so we can reasonably give equal probability of 1

10 to each of the singleton sets
!
(4,H)

"
and!

(4, T )
"
. Consequently we arrive at:

(1,H) (2,H) (3, T ) (4,H) (4, T ) (5,H) (5, T )
P 1

5
1
5

1
5

1
10

1
10

1
10

1
10

and therefore:
P(lower face is a head) =

1
5

+
1
5

+
1
10

+
1
10

=
3
5
.

5 Di!erent Ps. . . Di!erent Experiments!

We are going to look at things from a di#erent angle.
In Example Two we started with a given experiment, and using our intuition about the

probabilities involved in the man’s choosing and tossing we then built a corresponding P. Now
we are instead going to start with a given P and then see if we can imagine an experiment which
would have given rise to this P. This ‘reverse’ approach will help us to improve our imagination
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in interpreting di#erent probability measures, and will give us a good understanding of the
fundamental concept of independence.

We still must start with some sample space. Let’s choose one with not too many elements,
and that will encourage us to think about the coin-tossing genre of experiment because they are
quite clear and simple:

! =
!
HH,HT, TH, TT

"
.

This ! is fixed – we are going to consider di#erent probability measures on !, and will never
change ! in any way. Here is one possible P, which we’ll label as P1:

HH HT TH TT
P1

2
12

6
12

1
12

3
12

You can check that these values obey the restrictions, and therefore that this P1 really is a
probability measure.

Working out the following two probabilities helps give an interpretation to P1:

P1(first coin comes up H) =
2
3
, P1(second coin comes up H) =

1
4
.

A possible scenario is therefore to imagine tossing two coins – the first coin is biased two-thirds
towards heads and the second three-quarters towards tails. Starting with this experiment, you
can check that it would give rise to such probabilities as given above.

Now let’s consider a di#erent probability measure. Here it is:

HH HT TH TT
P2

1
2 0 1

4
1
4

Don’t be distracted by the zero – you can still verify that this really is a probability measure on
!.

We want to imagine an experiment that would give these probabilities. We easily calculate:

P2(first coin H) = P2(first coin T) =
1
2
,

and so imagine the first coin being a standard, unbiased coin. But then we see:

P2(first coin H and second coin T) = 0

which suggests that tossing H on the first coin excludes the possibility of getting a T on the
second. In other words, if you have thrown an H with the first coin then the second will definitely
come up H too. One way to imagine this is to open up the experiment a bit, and consider a
coin-picking idea. I’ll cut to the chase and o#er you a complete scenario: an experiment involves
tossing two coins – the first toss is always made with an unbiased coin, but the second toss
might be made with either one of two coins (depending on how the first toss fell), one being
double-tailed and the other being a standard, unbiased coin. If the first coin comes up H then
the second toss is made with the double-tailed coin, and so we will necessarily get a T for the
second toss. On the other hand, if the first toss comes up T then the second toss is made with
the unbiased coin. You can check that this experiment will give probabilities in exactly the way
that P2 does.

The moral of the story is that if you get enough practice in using tricks like the coin-picking
idea here, for any given probability measure you can usually invent or imagine an experiment
that represents the probabilities given.
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6 ‘Elementary’ vs. ‘Advanced’ Probability

The two approaches that we have outlined can be used to roughly distinguish between problems
in ‘elementary’ and ‘advanced’ probability:

• In elementary probability we usually start with an experiment or scenario of some kind
for which it is quite clear how P will assign probabilities. Then solving the problem is just
a matter of counting the size of particular subsets, as we did in the examples.

• In advanced probability we usually start with a probability measure that corresponds
to a random process about which we have only a partial understanding. We then use
mathematical analysis of the measure to deduce properties of the corresponding process,
and sometimes – Brownian motion is an example – the properties can be quite surprising!

According to this distinction, it would be correct to say that for the rest of this article we are
going to be doing advanced probability, because we are going to spend our time developing tools
for analyzing probability measures as mathematical objects in order to get a better understanding
of the random process to which it corresponds. As far as elementary probability is concerned
we won’t have much more to say, although certain tools that we look at can sometimes be very
useful as techniques for elementary probability problems.

7 Independence

One of the most important properties that we can recognize in a probability measure is inde-
pendence.

Definition 7.1 We say that two events (= subsets of !, remember) A and B are independent
if:

P(A and B) = P(A) $ P(B).

Don’t forget that the event (A and B) is just the subset A ! B.

Note that the independence really is a property of P – it could be that for a di#erent proba-
bility measure on the same ! the two events A ad B are not independent. Actually we already
have an example: in section 5 we saw two di#erent probability measures on the same sample
space, and you can check that the two events (first toss H) and (second toss H) are independent
under P1 but not under P2.

Consequently, when there might be a possibility of confusion we should really specify which
probability measure gives the independence, and therefore write that the two events A and B
are independent under/with respect to P. However, this usually isn’t necessary because
we won’t often be dealing with more than one probability measure on the same sample space
(although this does happen an awful lot in more advanced problems and is even a very useful
technique).

7.1 Interpreting ‘independence’

So what does the quality of independence mean for the corresponding experiment? Let’s go back
to the examples of section 5.

Under P1, the following four pairs of events are independent:

(first toss H) , (second toss H)
(first toss H) , (second toss T)
(first toss T) , (second toss H)
(first toss T) , (second toss T)
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You can easily check this by calculating the probabilities. For example:

P1(first toss H and second toss H) = P1(
!
HH

"
) =

2
12

,

and

P1(first toss H) $ P1(second toss H) = P1(
!
HH,HT

"
) $ P1(

!
HH,TH

"
)

=
#

2
12

+
6
12

$
$

#
2
12

+
1
12

$

=
2
12

,

which proves that the first pair is independent under P1.
Under P2 we can calculate that the first pair is not independent:

P2(first toss H and second toss H) =
1
2
,

but
P2(first toss H) $ P2(second toss H) =

1
2
$ 1

4
=

1
8
,

and in fact none of the four pairs are independent under P2.
Now let’s recall how we interpreted P1 and P2 as experiments. They key point is that P2 gave

us an experiment in which the outcome of the second toss depended on the outcome of the first
toss – the outcome of the first toss decided which of two di#erent coins should be used for the
second toss – there was a dependence between di#erent aspects of the experiment. But for P1,
although the coins were biased, there was no connection between the tossing and the outcome
of the first toss was entirely independent of the outcome of the second toss.

And that’s it! Independence is a quality of probability measures and events that translates
our intuitive idea of independence in an experiment. After all, why else would mathematicians
have given the name ‘independence’ to the mathematical property of Definition 7.1?

8 Conditional Probabilities

The concepts of dependence and independence naturally lead to questions like ‘if we know that
the first toss is H, then what is the probability that the second toss is T?’, and these questions
lead us to define conditional probabilities.

Definition 8.1 Suppose that A and B are events. We write P(A|B) and say ‘the probability
of A given B’ for the quantity:

P(A|B) :=
P(A ! B)

P(B)
.

P(A|B) is also read as ‘the probability of A conditional on B’.

As an example, we can calculate

P1(first toss H|second toss T) =
P1(

!
HT

"
)

P1(
!
HT, TT

"
)

=
6/12
9/12

=
2
3
,

or

P2(first toss H|second toss T) =
P2(

!
HT

"
)

P2(
!
HT, TT

"
)

=
0

1/4
= 0.
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Note that whenever we have a probability measure, we can use this idea of conditioning to
generate new measures. For example, P2(·|second toss T) has the values:

HH HT TH TT
P2(·|second toss T) 0 0 0 1

You can easily see that this is a (rather uninteresting) probability measure, and is telling us that
if you know that the second toss is T then it is absolutely certain (the probability is 1) that the
first toss was T because:

P2(first toss T|second toss T) = P2(
!
TH, TT

"
|second toss T) = 0 + 1 = 1.

Another example is P2(·|first toss T):

HH HT TH TT
P2(·|first toss T) 0 0 1

2
1
2

which is a little more interesting, and tells us that if we know the first toss is T, then there is
an equal probability that the second toss will come up H or T:

P(second toss H|first toss T) = P(second toss T|first toss T) =
1
2
.

As an exercise, prove that if P is a probability measure on a sample space !, and that B is an
event with P(B) %= 0 (otherwise we would end up dividing by 0) then P(·|B) is also a probability
measure on ! – which we could call a conditional probability.

9 Notation and Mathematics

At this point in the game our notation has become very readable, and results like the ones above
often seem so believable (when one thinks about the coin-tossing experiment itself) that one is
tempted to just believe them and move ahead. Of course, this is one of the most valuable aspects
of probability theory: it can make (sometimes di"cult) calculations look simple and intuitive.
But don’t forget that all of these intuitive-looking results are really just mathematical results –
and it is always important to be sure that you understand the mathematics behind the notation.
For example, one of the above ‘probabilistic’ results is just shorthand for the mathematical:

P(
!
HH,TH

"
|
!
TH, TT

"
) = P(

!
HT, TT

"
|
!
TH, TT

"
) =

1
2
,

which is not really very di"cult either (if you recall how to calculate the probability of one
event given another), but the point is that a good understanding of probability theory involves
understanding the mathematics behind the notation as well as having a good intuition about
probabilities in the ‘Real World’ and how they interact. And often, when confusion sets in, it
can be very useful to be able to write out things in long-hand mathematical notation to see
exactly what we are trying to calculate and that it is not as complicated as we had imagined!

10 Where is the randomness?

One important thing to be aware of is that in our approach to probabilistic scenarios there is no
randomness – we are taking a holistic view of the situation and have in front of us (in ! that is)
all the possible outcomes of the experiment, and possible outcomes are given probabilities by the
measure P. Everything is static and non-random, and we are now just in the business of looking
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at what values P assigns to di#erent events in !. As the random processes that we consider get
more complicated, so too it becomes more di"cult to ascertain what values P gives to events,
since we will no longer have an explicit look-up table that gives us all the values immediately.

Consequently, it is often said that probability theory is really just a branch of the subject
‘measure theory’ that deals with measures on spaces (which is what P is on !). While it is
true that a good understanding of measure theory can be very important for studying advanced
problems in probability theory, it is not su"cient: probability theory can be used as an approach
to many di#erent problems in many di#erent areas of mathematics, from partial di#erential
equations to problems in number theory, and for this reason (among many others) it is so much
more than just abstract measure theory.

11 Random Variables

The following definition represents a conceptual step forward that will eventually result in us
reducing the central importance of ! in our framework – it will always be there but will not
be dwelled upon as much as happens for elementary probability. Later we’ll see why this is so,
and we shall ask ourselves why this approach is useful, but for now we’ll just go ahead without
questions.

Definition 11.1 A random variable is a function from ! into R3 .

Perhaps this idea is too simple for examples, but here are some anyway. Let’s suppose that
the sample space ! is:

! =
!
HH,HT, TH, TT

"
.

Here is a random variable:
X(HH) = 1 X(HT ) = 2
X(TH) = 3 X(TT ) = 4.

Here is another:
Y (HH) = 0 Y (HT ) = 1
Y (TH) = 1 Y (TT ) = 2.

Note that the convention is to use capital letters for random variables, but that is not an
unbreakable rule. Also note that while X really just looks like a function with a mathematical
pattern, we could describe Y as ‘the number of T in the two tosses’ – quite often it happens
that we describe our random variables like this, as some kind of meaningful result, because we
are usually dealing with a random process that we are imagining from the real World. However,
don’t get confused: random variables are just functions from ! to R, and they could have no
pattern at all.

We can use the same notation shorthand as before when it comes to dealing with random
variables – subsets of ! can be described in terms of the random variables defined on !. A few
examples are best:

(1 < X < 4) =
!
HT, TH

"

(Y & 1) =
!
HH,HT, TH

"

(X & 3 and Y ' 1) =
!
TH

"

(X = Y ) = "
(X + Y = 1) =

!
HH

"

3As in the definition of a probability measure, this definition is not entirely correct, but the complete definition
requires some concepts that we won’t see until section ??. In the meantime, this definition is good enough for
us.
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It is probably clear how this works: the subset that the shorthand version refers to is precisely
the set of elements ! from ! such that X(!) (or Y (!) or whatever combination of the two)
satisfies the condition in the shorthand. For example, the shorthand (X = Y ) refers to the
empty set " because there are no elements ! in ! such that X(!) = Y (!), and (X + Y = 1) is
the set

!
HH

"
because HH is the only element that gives X(HH) + Y (HH) = 1 + 0 = 1.

We can also measure these sets with probability measures defined on !. For example,

P1(X + Y = 1) = P1(
!
HH

"
) =

1
6
,

and
P2(1 < X < 4) = P2(

!
HT, TH

"
) =

1
4
,

and we read that ‘under P1 the probability that X+Y=1 is one sixth’.
Notice how the notation is very readable, and therefore good.

12 Distribution Functions

A very important part is played by distribution functions. For each random variable we have
a distribution function, which in a way that we will see represents the probabilities related to
that random variable.

Definition 12.1 Let X be a random variable (on a sample space !, on which we have a prob-
ability measure P). The distribution function of X is the function FX defined via:

FX(x) := P(X ' x).

Clearly then, a distribution is always an increasing function of x with

• FX(x) ( 0 as x ( )*,

• FX(x) ( 1 as x ( +*.

Another important fact about distribution functions is that they are always right-continuous (this
being due to the definition involving ‘'!).

We will later see that given any function with these properties we can ‘build’ a random
variable X that has this given function as its distribution function.

Let’s see some examples. We have so far seen two random variables X and Y on the sample
space ! =

!
HH,HT, TH, TT

"
. If we define a probability measure on ! then we can look at

the distribution functions of X and Y . Rather than using the P1 and P2 that we defined earlier,
let’s use the following measure P that gives equal weight of 1/4 to each singleton subset of ! –
if you think about it this P is just the ‘normal probabilities’ that you would expect from tossing
non-biased coins.

Now we can plot the distribution functions. Note that the black spots indicate that where
the distribution jumps the value at the jump is where the spot is (so FX(1) = 0.25, and not 0).
Here is the distribution function of X:

0.25
0.5
0.75
1.0

0 1 2 3

FX(x)

x
4
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and here is Y ’s distribution function:

0 1 2 3

FY (y)

y
4

0.25
0.5
0.75
1.0

One very important thing to remember here is that because the definition of a distribution
function refers to the measure on the sample space, if we use a di#erent probability measure then
the distribution function will change too. To see this, let’s plot another distribution function
F̂Y defined instead in terms of the probability measure P1 (ie. F̂Y (y) := P1(Y ' y))

0 1 2 3

F̂Y (y)

y
4

2
12

9
12

1

Compare the plots of FY and F̂Y and note that

1. the jumps occur at the same places, because where a jump occurs depends only on the
values of the underlying random variable Y , which is the same in both plots,

2. the levels to which the distribution functions jump are di#erent, because these depend on
the underlying probability measure.

13 How to read distribution functions

As I mentioned just after the definition of a distribution function, if someone gives us a function
that has all the necessary properties such as being right-continuous, etc., then it is possible to
prove that there is a sample space !, a probability measure P and a random variable X such
that the distribution function of X is precisely the same as the function we have been given. The
usefulness of this is of course that we can shift our attention to distribution functions, knowing
that writing out a distribution function guarantees the existence of a corresponding random
variable.

We’ll see how to prove this in a later section, but for now it is best to take it for granted –
understanding the proof is a worthwhile exercise, but here is not really the place – our time is
better spent seeing how we can read a distribution function in a natural way to derive information
about the related random variable, and then we’ll look at some examples of ‘famous’ distribution
functions.

Let’s suppose that someone gives us the following distribution function, called F1:

12
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0 1 2 3

F1(x)

x
4

If we give the name X to the underlying random variable, and refer to the underlying probability
measure as P, then we would read this plot as telling us that

X will be 0 with probability 1/2, 2 with probability 1/4, and X will be 3 or 4 each with
probability 1/10.

Now we look at the following distribution function F2 (yes, it does satisfy the necessary
conditions) for an underlying random variable which we’ll call Y and a probability measure
which we’ll again call P:

1

0 1 2 3

F2(x)

x
4

How can we read this one? Well, one of the most important and simple tools for reading a
distribution function is to know that for all distribution functions, by definition the following
relationship holds:

P(a < Y ' b) = P(Y ' b) ) P(Y ' a)
= F2(b) ) F2(a).

In our case, we see that if 0 ' a < b ' 3 then

P(a < Y ' b) = b ) a.

which is to say that the probability that our random variable ‘falls’ in the interval (a, b] is
proportional to the length of that interval. If you think about it, this means that we should read
the plot as telling us that

the random variable Y is equally likely to take any value within the interval [0, 1]

Consequently, such a distribution is given the name Uniform in [0, 1], and we also say that Y
is uniformly distributed on [0, 1].

14 Famous Distributions

Below are plots and formulae for various famous distribution functions. As you will see from a
quick glance ahead, some of the plots are smooth and others look like steps: the o"cial terms
are continuous and discrete distributions.
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For the continuous distributions it was quite easy for me to generate a plot using the statistics
package of MAPLE, and I am giving you output directly from that. But for the distributions
that take only discrete values (the ones with steps), it wasn’t as easy to get MAPLE to plot
the results as I wanted, so just using the values calculated by MAPLE from the formula I have
attempted to draw the distribution freehand, hoping to give you an idea of its shape. Also, for
distributions that take only discrete values, such as the Poisson distribution below, it makes
more sense to just give the formula for the probabilities of taking each value rather than the
distribution function – which is quite simply derived by just summing these probabilities until
you reach your point. That is, if Y is a random variable with a discrete distribution then its
distribution function is made as a sum:

FY (t) =
[t]%

k=0

P(Y = k),

where the notation [t] means the largest integer value less than or equal to t (sometimes known
as ‘floor t’).

Note that in some respects the plot doesn’t really help very much when it comes to doing the
mathematics since the most important part is the formula, but at least it gives you an idea of
what the distribution looks like. Notice too how many times we have exps in the formula – it isn’t
an exaggeration to say that the exponential function plays a very important part throughout
probability theory.

Another point is that the reading of continuous distribution functions is not very easy –
they all look more-or-less similar, except that some clearly exclude values (for example, an
exponentially-distributed random variable can only assume positive values, since the distribution
function is zero for all negative values). However, our abilities to read information about the
underlying random variable will improve when we later go on to find out about density functions.
The only reason we don’t look at density functions straight away is just because they don’t always
exist, whereas distribution functions always exist, giving them mathematical priority over the
(more intuitive) density functions.

N(µ,") The Normal distribution with mean µ and standard deviation ". This has
the formula

F (t) :=
& t

"#

1+
2#"2

exp
#
) (x ) µ)2

2"2

$
dx,

and here is a plot:
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Exp($) The Exponential distribution with parameter $. We insist that $ > 0 and have
the formula

F (t) := 1 ) e"!t, if t & 0

and it looks like (here I am using $ = 0.3):
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Unif(a, b) The Uniform distribution on the interval [a, b]. We’ve seen an example of this
one already. The general formula is, given that a < b:

F (t) :=

'
(

)

0 if t ' a
t"a
b"a if a < t ' b
1 if b < t

Here is the plot of a Uniform(0,3) distribution:
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Poi($) The Poisson distribution with parameter $. This is a discrete distribution, taking
values only in the set

!
0, 1, 2, . . .

"
. The probabilities are given as:

P(Y = k) =
$k

k!
e"!.

Here is a picture (with parameter $ = 2):

0.25
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0.75
1.0

0 1 2 3

FX(x)

x
4 5 6 7

Bin(n, p) The Binomial distribution with parameters n and p. This is another discrete
distribution, taking values only in the set

!
0, 1, . . . , n

"
. The probabilities are given as:

P(Y = k) =
#

n

k

$
pk(1 ) p)n"k.
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Here is a picture (with parameters n = 5 and p = 0.5):

0.25
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0 1 2 3

FX(x)

x
4 5

15 Constructing an RV from a given Distribution

We now move towards proving that if someone gives us a distribution function F (t) then we can
always construct a random variable X on a sample space ! with probability measure P that has
F (t) as its distribution. Understand that without this guarantee probability theory runs dry of
its basic ingredient: random variables, so it really is vitally important to be sure that we have
lots and lots of them.

In order to carry out the construction we need to know quite a few more things about
measure theory, and this is what we will now look at more carefully. However, the idea behind
the construction can be stated quite succinctly, even if it might be too di"cult to understand
at the moment: (hold your breath!)

We use R as our sample space and construct a probability measure P on it that makes the
identity function our required random variable – that is, we define X as X(!) = !. The way

we build P will guarantee that P(X ' t) = F (t), so that the distribution of X really is the same
as the given distribution function.

I have written that out also because it draws attention to the fact that the most substantial
part of the proof is in constructing the probability measure. You might also like to think about
an earlier example that we saw in section 12. There we had a random variable X that remained
fixed, but when we used two di#erent measures (in that case it was P and P1) we saw how the
distribution function changed (from FX(x) to F̂X(x)). That is the general idea of our proof: we
have the identity function as our fixed random variable X, and know that di#erent probability
measures will change X’s distribution function, so the trick is to show that there is one P that
will make X’s distribution function look like the one we have been given.

So before we get back to our proof we need to learn something about measure theory.

16 Building Measures on a general set

We have already seen how easy it is to construct a probability measure on a finite sample space
– you just assign probabilities to the singleton sets in any way you like as long as they add up to
1. The problem in general is that if the sample space is not finite (and in our case it will be R),
then because the probabilities must add up to 1, we are forced to accept that certain singleton
sets must have a zero probability assigned to them. Although this seems strange at first, it is
perfectly consistent in measure theory. Just think of R: we have no problem in saying that the
interval [3, 4] has length 1 whilst the singleton set

!
3
"

has length 0. Therefore we see that even
though all subsets of R are made up from singletons of measure 0, many subsets can nonetheless
have a non-zero measure assigned to them.
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It would be possible to make mistakes about measuring subsets if we left it to our intuition
(intervals are easy to measure, but some subsets of R can be really complicated and therefore
very di"cult to measure intuitively). This is why we need measure theory – it gives us strict
rules for our calculations and helps us to perform only legal operations with our subsets and
probabilities. Measure theory is pedantic because there are many ways to get mixed up in
paradoxes and contradictions, and we can only avoid them if we have strict rules to guide us.

16.1 Measures cannot be defined on all subsets

It is strange but true that we cannot in general define a measure on all subsets of a set. The
reasons for this are complicated, involving the Axiom of Choice, and in the case of R come down
to the fact that there are too many subsets of R in order to consistently define a measure on
all of them. Consequently we have to content ourselves with defining measures only on certain
restricted collections of subsets, and this brings with it the responsibility of always checking that
a certain set A is one of the subsets in our collection before we write anything like ‘P(A)’. This
is o"cially known as checking that A is a measurable set.

The natural question therefore is to ask which kinds of collections of subsets will always
be su"ciently sparse to allow a measure to be defined on all the subsets whilst being complex
enough to contain interesting events.

16.2 Sigma-Algebras are the answer!

When we deal with a random process, we are often interested in events like ‘there are three
heads in the first two tosses and seven heads in the following twenty tosses’, ‘there are either
two heads in the first three tosses or no heads in the first five tosses’, or ’it is not true that
there are an equal number of heads and tails in the first ten tosses’. We know that such events
translate respectively into intersections, unions and compliments of subsets of !. This is
enough to suggest that any useful collection of sets must contain the intersections, unions and
compliments of any of its member sets.

But we want more: when we later start looking at random processes that involve for example
an infinite number of coin-tosses or suchlike, we will naturally want to consider events like ‘(in
the limit there are an equal proportion of heads and tails)’. So it would seem that we should
include some conditions on our collection that involve ‘infinities’. However, those who know
about these things will appreciate that ‘infinity’ is not such a clear-cut concept, and that there
are in fact many di#erent types of infinity – countable and uncountable infinities being just
a start. The good news is that probability theory gets up and running with just the first:
countable infinities.

Therefore, the collection of subsets of the sample space that fulfils the needs of probability
theory is given the name sigma-algebra and here is its definition:

Definition 16.1 A collection S of subsets of the sample space ! is called a sigma-algebra if
it satisfies the following conditions:

whole ! , S.

empty " , S.

and If A , S and B , S then A ! B , S.

or If A , S and B , S then A # B , S.

not If A , S then Ac := !\A , S.

countable and If An , S for each n , N then
*

n$N An , S.
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countable or If An , S for each n , N then
+

n$N An , S.

Mathematically speaking, some of the above conditions overlap and quite often the definition
of a "-algebra is much more compact (see Williams [?] for example), but that doesn’t matter –
clarity is the issue here.

16.3 Probability measures on !-algebras

From now on, we shall use the following, correct definition of a probability measure:

Definition 16.2 A probability measure on a sample space ! with "-algebra F is a countably
additive map

P : F ( [0, 1],

such that P(!) = 1. To be clear, this means that if An , F is a finite or countably-infinite
collection disjoint sets then

P(
,

An) =
%

n$N
P(An).

See how this definition fits in with our earlier idea in section 2.3: we have introduced the
concept of the underlying "-algebra and we have augmented P to deal with countably-infinite
collections of disjoint sets.

17 More dealings with !-algebras

17.1 Generating a !-algebra

Suppose that we have a collection of subsets F of our sample space !, which is not a "-algebra:
let’s imagine that there are two sets A and B both in T for which A ! B is not in F . Then we
could augment F by adding the set A!B, and it would be one step nearer to being a "-algebra
(if it isn’t yet). Continuing this way, always adding sets that should be there but aren’t at the
moment, I imagine getting closer and closer to a "-algebra until the point when we have a true
"-algebra. That "-algebra is given the name "(F) and is called the "-algebra generated by
F4.

17.2 The Borel !-algebra

One very important example of a generated "-algebra is known as B – the Borel "-algebra, a
collection of subsets of R. This is how we imagine B. We have an idea in our mind of what an
open subset of R is: I think of sets made up from open intervals like (a, b). Then B is simply the
"-algebra generated from the open sets in R. In terms of getting to know B, it contains pretty
much any subset of R that you can possibly imagine – in fact it is quite a job to find sets that
aren’t in B!

17.3 The !-algebra generated by a random variable

Note that things are a little bit back-to-front. We usually start with a random variable and then
deal with the sigma algebra that it generates.

4This is not a mathematically ‘correct’ way to define !(F), but I find it more useful in terms of understanding
what a generated !-algebra looks like.
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17.4 Visualizing sigma-algebras

18 Leaving ! behind!

19 Infinite sample spaces and !-algebras

20 Countability

21 Do measures always exist?
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24 Variance
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